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Scaling to
big data

e When number of examples /V is large, both gradient
descent and exact method are slow

» O(Nk) per iteration vs. O(Nk?) total
e Need an algorithm with better dependence on N
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e Givenasum L(0) = L,;(0) + ... + Ly(0)
e Multiply both sides by %:

» ~L(0) = ~Ly(0) + ... + - Ly(0)

One r and_om ® RHS has the form of an expectation:
example IS » sample an index k uniformly from {1 : N}, take L,(0)
enough  LL(0) = EpyriL(6)

¢ By linearity of expectation, gradient is:
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i » — VL(O) = Epynif( VL (0))
e That is: if we go In the direction suggested by a single

3 random training example, then we on average go in the

g correct direction for the entire training set
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What
happens if
we use just
one
example?

e |[f we just use one gradient sample, we can start
improving very quickly: even before GD has made a
single step

e But we have to deal with sampling noise:

> individual steps might go in the wrong direction or off to
the side

» have to reduce step size 1 to compensate (true gradient
changes slowly, so noise Iin successive samples has a
chance to cancel)
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Algorithm: stochastic gradient descent w/ momentum
Inputs: loss function L(0), initial value 81, step size 17, momentum /3

g0
Fori <« 1,2,...:
if converged break
Stochastic k < Uniform({1 : N})
. g VLk(é’(’)) « for linear/ridge regression, %w 4+ X©OXW .y — Yy
gradient g fz+(1-Pig
descent Ot — 91 — ng < we have absorbed a factor N into learning rate
return 9V (not a universal convention!)

e If ridge 4 > 0, common to split this term among all examples

» pulls w back toward 0 — called weight decay can exempt

e / = 0 gives SGD w/o momentum bias from decay

e We typically write (and analyze) k <« Uniform({1 : N}), but
more commonly we shuffle and scan through entire training
set (an epoch), then repeat — works noticeably better
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L1 =3(b—1) L, =3(w+b—1.5)

loss

SGD

— fit: y=0.5x+1

loss
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example

« (data
—ground truth

- batch MLE

- = 5GD
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® Descent phase: gradient is large compared to sample noise
® can happen if we're far from optimum

® steady progress toward lower loss

e larger learning rate is best (limited only by curvature of loss)

¢ Stochastic phase: gradient and noise are comparable
magnitude

SGD phases

(not exact: soft transitions) ¢ often happens as we get closer to optimum, or we might start in

this phase

® progress depends on keeping learning rate low enough to
benefit from averaging

¢ little further progress in reducing loss, random walk in
neighborhood of optimum — noise floor

® can go back to stochastic phase by dropping learning rate and/
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i e Wandering phase: noise dominates gradient
g or increasing batch size
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Curvature
Iimit

Curvature now places a

sharper limit on learning rate: 3%

both noise and average
curve can increase loss
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® We can parallelize GD by splitting the training set
among processors (cluster machines or GPU cores)

® Doesn’t work for SGD (why?)
e Naively, SGD can’t run fast on a cluster or GPU

A problem

Geoff Gordon



Minibatch
SGD

Algorithm: minibatch SGD w/ momentum
Inputs: loss function L(6), initial value 8V, step size 17, momentum f3
§<0
Fori « 1.,2,...:
if converged break
K < Uniform({1 : N},B) <« the setK (w/B elements) is the minibatch

g — % » ek VLk(H(i)) < same expectation but averages out noise

g pg+U-pg

Ot — g0 — pg < we still absorb a factor N into learning rate
return 6

e Averaging B gradients reduces noise, lets us increase #

® A big enough minibatch can mostly-saturate a GPU

> have to get fancier for a cluster since communication
delays are much worse — e.g., asynchronous methods

® As before, shuffle and scan through data in each epoch
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minibatch 1

minibatch 2

minibatch 3

<« drop, or
have a smaller
minibatch
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Gradient descent variants

— B = N gradient descent
— B < N minibatch SGD
— B =1SGD

Smaller B takes more iterations, but
each iteration is cheaper




e For small learning rate and batch size, scalingn « B
leaves trajectory approximately unchanged

» step direction becomes identical when n — 0

Scaling
batch size
and learning
rate

¢ This scaling also leaves compute unchanged: two steps
at 17, B cost the same as one step at 27, 28

e As we increase 1 we start to become curvature-limited

|
:
:
; » best n (for 1-step decrease in L) goes up slower than B
?: » total work for a given improvement in L goes up
: » but bigger B means better parallelization, so wall-clock
-; time can still go down
» Around critical batch size, scaling is < \/B
" » CBS: noise and deterministic curvature match effect sizes
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SGD vs. Mb-SGD vs. GD

Compare

VS.

» This ex: logistic regression
with n = 10,000, k = 20

» Fixed step size

— Larger batches need fewer
iterations, make convergence
more stable

objective value

0.65

0.60

0.55

0.50

—  Full
Stochastic
Mini—batch, b=10
—— Mini—=batch, b=100

10 20 30 40 50
Iteration




SGD vs. Mb-SGD vs. GD
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Compare vs. ) - a:::::::z:: )
» FLOPs = floating point operations S A
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SGD vs. Mb-SGD vs. GD

Compare FLOPs vs. objective value X\ " — %thﬁitﬂ p=100
- FLOPs = floating point operations ST |p
(compute cost) D 4l
S Z- A
— Although Mb-SGD converges 2 \
more slowly than GD terms of D 5 ,
iterations, it may converge more S

quickly in terms of FLOPs

N\

o
n
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Smaller b means noisier 1 ,
gradient estimates P2 1e+04 16+06

We are keeping constant # so FLOPS
we reach the random-walk

stage at higher error note log scale




SGD vs. Mb-SGD vs. GD

Compare FLOPs vs. objeclive value i \
- FLOPs = floating point operations S i
(compute cost) D
© 8 -
> o
— Although Mb-SGD converges 2
more slowly than GD terms of D 5.
28
O

iterations, it may converge more
quickly in terms of FLOPs ] A’

LQ—
£

ull

tochastic
ini-batch, b=10
ini—batch, b=100

|

Even with b = 10 we are
wasting FLOPs

But b = 10 is likely faster in
wall-clock time

Even b = 100 might be faster
If we are communication-
limited

Smaller b means noisier
gradient estimates

We are keeping constant 7 so
we reach the random-walk
stage at higher error
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plain §GD w/ momentum

o [ AATH =)

= 0.5+ n = 0.5+ )i
Gradient A [t
variance _1,0\ o 7 , _10\ o 7

00 05 10 15 2.0 25 3.0 0.0 05 1.0 15 20 25 3.0
b b

® Momentum helps a bit w/ poor scaling / conditioning
e Can we do better?

¢ |[dea: gradient has high variance in directions where
we’re oscillating

e Suggests tracking variance — Adam
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Q N /Pt /]\ ﬁ\ Learning rate scales
) I I , differently than SGD

—~— =

- e Adam (“ADAptive Moment estimation”):
m, 1 = ﬁ m, + (1 — ﬂm)gt gradient estimate g,

ot @Lﬂj\ |
. Vi1 = ﬁ Vt (1 o ﬁv)gtz (- )2 IS componentwise

Track the | | |
gradient Pt{j/ — 7 —ﬁm Myt ‘/}t+1 — 7 B Vit transient correction

variance: Oy = 0, — i——1h, V/- is componentwise
Adam

o Four hyperparameters: moving average 3., f, € (0,1),
learning rate # > 0, curvature regularizer € > 0 (& o1y

e Often works very well — but may not converge at all!
(failure cases as simple as min,, lw]|)

while guaranteeing better theoretical properties, but none
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i

} ® there are other methods that try to use gradient variance
g uniformly better than Adam in practice
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Track the
gradient

variance:
Adam

AdamW: handle
weight decay
separately — g,
excludes ridge,
separately
multiply 6, by a
factor <1

[ earning rate scales
differently than SGD

e Adam (“ADAptive Moment estimation”):
My = P, + (1 — 0,8,

Vielr = ﬁvvt + (1 o ﬁv)gtz
~ 1 A 1

gradient estimate g,

(- )? is componentwise

transient correction

\[ IS componentwise

o Four hyperparameters: moving average 3., f, € (0,1),
learning rate # > 0, curvature regularizer € > 0 (& o1y

e Often works very well — but may not converge at all!
(failure cases as simple as min,, lw]|)

® there are other methods that try to use gradient variance
while guaranteeing better theoretical properties, but none
uniformly better than Adam in practice
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Learning
objectives —
convexity,
gradient
descent

® When would we choose gradient descent vs. exact for
linear regression? How would we implement either (w/
access to NumPy and Torch)?

e What Is a convex function? A convex set?

® How does convexity affect the set of local or global
optima? How does it affect gradient descent?

® When is the optimal solution for linear regression well-
determined, poorly-determined, or undetermined?

e What effect does a poorly-determined solution have on
gradient descent? How can we mitigate this?

® How can we use (minibatch) SGD to scale to large
datasets and take advantage of parallel compute?
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In higher
dimensions

boundary can be a
point, line, plane,
hyperplane —
always 1d lower than
feature space

m{.‘“ &-umﬂtpw-aﬁb‘-u-.‘qpf Lo 2 P

Figure courtesy of Matt Gormley
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we won't distinguish linear vs. affine
(equally expressive for our purposes
_ _ due to constant feature, but sometimes
a linear function convenient to break out the bias term)
(the discriminant)

o Predict sgn(w - x + b)

Linear
functions
and linear
classifiers

+1 z>0 < positive class
sgn(z) =3 -1 z<0 < negative class
0 z=0 «— 777 (break tie)

e Linear function = represent w/ inner product:

— 1 | —
WeX=wx= ) WX,

|

:

|

|

Today, classes are +1 i 3 1

and —1 (can use any e.g., w = X = WX = 3~2 — (
two labels) ; 2 —1
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Inner
product lets
us define

N\
¢ Orthogonal / normal A =1
e Parallel 7/ = A K

— |
¢ | ength / norm U ¥ \& - \N»v\/
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,. feature
] | . " @
' / /
Decision ;K/
boundar | "4 3 N&
example |
1’
i \\ \ feature x;
note intercepts; }
normal vector } e Plot w and w - x + D= 0 (the decision boundary) when

W_(2> b=-2 kazaét =2
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Examples as
constraints

|
1
|
'3.
|
¥
|
*

e Each example (x, y) gives us a constraint on w
w x4+ b > 0 for positive ex (y = +1)
w x4+ b < 0 for negative ex (y = —1)

e Numerical value of discriminant tells us whether the
constraint is satisfied or violated

» |w - x+ b| is called the slack if constraint is satisfied,
and the violation if not

e Notation hack: can combine both constraints as
yw-x+b)>0

> flip all negative examples across origin (incl. constant
feature) and make them positive
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Linear
classifier
geometry

Interactive demo

\ N\
Linear Classifier CLASSIFIER Dual View SCALED CLASSIFIER
The weight vector w is the red arrow. The blue line 51 0.8x + 0.2y+1=20 Weight space, scaled so the bias is +1: each 51 0.8x + 0.2y+1=20
is the decision boundary, and the shaded area training point becomes a halfspace, showing the
shows the positive halfspace. The bias slider weight vectors that classify it correctly. The scaled
adjusts the intercept. Use the buttons to switch weight vector u becomes the red point — drag it.
between dragging w or placing labeled points.
4+ L
3 L =
X 2t —
14 L
u=w/b
L
1 t t t t t t t t - t t t f t t t t
-5 -4 -3 -2 -1 0 1 2 3 4 5
X
4L
gL
_4 L
Clickto: = Move weight Place x positive Place o negative Example data Clear points
Click empty space to add, click a point to delete.
- -5+
\

Bias (b): 1.0

® Decision boundary and normal vector

e Effect of changing b; scaling w, b; sign flip

¢ Dual view and version space

Negate w, b Show margin
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¢ Oldest method for learning linear classifiers is
perceptron (1960, with predecessors in '50s)

¢ Defined in the online or streaming learning model

Perceptron

® Online model: repeat
» find out X

|

E‘

)

é A\

1: » predict Y

{ A

i » find out Y, pay 2(Y\V, YV)

> [++
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Online vs.
baich

e Cf. batch model from earlier lectures:
» findoutallof X, YW forr=1:N

» predict Y for separate test set inputs X,
t=N+1: N+ N’

» find out Y'”) on test set, pay ZZJ;VA;I (YO, YO

e Can often convert methods for learning in one model to
work in the other model

> e.g., follow-the-leader: when learning online, run a
batch learner on examples so far, use it to predict next

» or online-to-batch: run an online learner on the batch
training set, take random / best / voted / last hypothesis
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e Always predict YO = sgn(w - X(t))
» or YO = sgn(w - X 4+ b) if separate intercept
e Each time we make a mistake, w <« w+ Y (0 x )

» and b < b + YW if separate intercept

Perceptron
e Why might this work? () () \ (f«)
> (w4 YOXO) . X0 = oA I X& - X
.
=

» compare to w - X
y if YO = 41: Ny

» if YO = 1: A&CM\«L
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data space X € unit disc weight space +2

Perceptron

B O i 3 T it | PPN Y

examples 0 updates 0 last example — w= [-0.07, -0.09]

O y = +1 x y==1 0O new example (update) O new example (correct) — bowdary after update — boundary before update
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data space X € unit disc welfght space +2

Perceptron

my."“ b-a&ma&ﬁbm-’-ﬁb‘-u-.‘qp._ vy P

examples 1 updates 1 last example update w = [-0.43, 0.49]

O y = +1 x y=-=1 0O new example (update) O new example (correct) — boundary after update — boundary before update
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data space X € unit disc weifht space +2

Perceptron

Mg."“ B e T L e S Y e S o g P 5y R e

examples 2 updates 1 last example correct w = [-0.43, 0.49]

O y = +1 x y==1 0O new example (update) O new example (correct) — boundary after update - boundary before update
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data space X € unit disc weifht space +2

Perceptron

Mg."“ B e T L e S Y e S o g P 5y R e

examples 3 updates 1 last example correct w = [-0.43, 0.49]

O y = +1 x y==1 0O new example (update) O new example (correct) — boundary after update - boundary before update
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data space X € unit disc weifht space +2

Perceptron

Mg."“ B e T L e S Y e S o g P 5y R e

examples 4 updates 1 last example correct w = [-0.43, 0.49]

O y = +1 x y==1 0O new example (update) O new example (correct) — boundary after update - boundary before update
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data space X € unit disc weight space +2

Perceptron

PP G AP DEY § A Fpey S N ST AT IR M v e N st e e P, P

examples 5 updates 2 last example \pdate w= [-0.97, -0.29]

O y=+1 x y =-1 0O new example (upylate) O new example (correct) — boundary after update - boundary before update
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data space X € unit disc weight space +2

Perceptron

m"‘“ &'“MN’!‘W"‘*’GMM{#f Lo 2 SRR st

examples 6 updates 2 last example §orrect w= [-0.97, -0.29]

O y = +1 x y=-=-1 0O new example (uptlate) O new example (correct) — boundary after update — boundary before update
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data space X € unit disc weight space +2

Perceptron

m"‘“ &'“MN’!‘W"‘*’GMM{#f Lo 2 SRR st

examples 7 updates 2 last example §orrect w= [-0.97, -0.29]

O y = +1 x y=-=-1 0O new example (uptlate) O new example (correct) — boundary after update — boundary before update
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data space X € unit disc weight space +2

Perceptron

m"‘“ &'“MN’!‘W"‘*’GMM{#f Lo 2 SRR st

examples 8 updates 2 last example §orrect w= [-0.97, -0.29]

O y = +1 x y=-=-1 0O new example (uptlate) O new example (correct) — boundary after update — boundary before update
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data space X € unit disc weight space +2

Perceptron

m"‘“ &'“MN’!‘W"‘*’GMM{#f Lo 2 SRR st

examples 9 updates 2 last example §orrect w= [-0.97, -0.29]

O y = +1 x y=-=-1 0O new example (uptlate) O new example (correct) — boundary after update — boundary before update
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data space X € unit disc weight space +2

Perceptron

my."“ b-a&ma&ﬁbm-’-ﬁb‘-u-.‘qp._ vy P

examples 10 updates 3 last example\update w = [-1.08, 0.18]

O y =+1 x y =-1 new example (update) O new example (correct) — boundary after update — boundary before update
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data space X € unit disc weight space +2

S
5 X
{
3 ®
Perceptron | <
: O O X
4
i
§
X
j’ X
3
0| O
%
} O
examples 11 updates 3 last example correct w= [-1.08, 0.18]
O y = +1 x y =-1 new example (update) O new example (correct) — boundary after update — boundary before update
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data space X € unit disc weight space +2

S
5 X
{
3 ®
Perceptron | <
2 O X
; ol O
|
§
X
j’ X
3
0| O
%
} O
examples 12 updates 3 last example correct w= [-1.08, 0.18]
O y = +1 x y =-1 new example (update) O new example (correct) — boundary after update — boundary before update
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data space X € unit disc weight space +2

Perceptron

m"‘“ &'“MN’!‘W"‘*’GMM{#f Lo 2 SRR st

examples 13 updates 3 last example correct w= [-1.08, 0.18]

O y = +1 x y =-1 new example (update) O new example (correct) — boundary after update - boundary before update
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data space X € unit disc weight space +2

Perceptron

m"‘“ &'“MN’!‘W"‘*’GMM{#f Lo 2 SRR st

examples 14 updates 3 last example correct w= [-1.08, 0.18]

O y = +1 x y =-1 new example (update) O new example (correct) — boundary after update - boundary before update
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data space X € unit disc weight space +2

Perceptron

my.‘“ Ob'ﬂrMN’!‘W"‘i”iM”{ﬂf Lo 2 SRR st

examples 15 updates 3 last example correct w= [-1.08, 0.18]

O y = +1 x y =-1 new example (update) O new example (correct) — boundary after update — boundary before update
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data space X € unit disc weight space +2

O
X
S
5 X
3
i ®
Perceptron | x
2 O X
; O O
%
§
X
1' © X
3
%
} O
examples 16 updates 3 last example correct w= [-1.08, 0.18]
O y = +1 x y =-1 new example (update) O new example (correct) — boundary after update — boundary before update
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data space X € unit disc weight space +2

Perceptron

my.‘“ Ob'ﬂrMN’!‘W"‘i”iM”{ﬂf Lo 2 SRR st

examples 17 updates 3 last example correct w= [-1.08, 0.18]

O y = +1 x y =-1 new example (update) O new example (correct) — boundary after update — boundary before update
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data space X € unit disc weight space +2

O
X
S
5 X
3
i ®
Perceptron | x

2 O X
: o O 5
¢
i
§
X
1' © X
3
%

examples 18 updates 3 last example correct w= [-1.08, 0.18]

O y = +1 x y =-1 new example (update) O new example (correct) — boundary after update — boundary before update
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data space X € unit disc weight space +2

| X

) ®

:

| x

§' .
Perceptron | .

; O O O

i

% O

| 5

! °

examples 19 updates 3 last example correct w= [-1.08, 0.18]

O y = +1 x y =-1 new example (update) O new example (correct) — boundary after update — boundary before update
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data space X € unit disc weight space +2

Perceptron

my."“ b-a&ma&ﬁbm-’-ﬁb‘-u-.‘qp._ vy P

examples 20 updates 4 last example updaje w= [-1.17, -0.54]

O y =+1 x y =-1 new example (update) O new example (correct) — boundary after update — boundary before update
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