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Nonlinearity
●So far we’ve seen 

▶︎ variant of : softmax, ,  
▶︎ should really be “soft argmax,” but who am I to argue

●Many more choices:
▶︎ leaky ReLU, SILU, GELU, gating, normalization, …

σ( ⋅ ), [ ⋅ ]+

σ z ↦ ez/ ∑ ez ℝd → △

𝗌𝗈𝖿𝗍𝗆𝖺𝗑(z1, z2) = (σ(z1 − z2), σ(z2 − z1))
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Dead zones

●Gradient of ReLU  is 0 for 
●OK if this is true for some examples for each unit
● If it’s true for all examples at some unit, we’re stuck: 

SGD has no gradient signal to help fix this unit
▶︎ unit contributes nothing to learned function
▶︎ might get lucky and SGD noise makes it wander back 

into life via random changes to input
▶︎ else, a waste of GPU time and memory

[z]+ z < 0
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Leaky ReLU

●ReLU can be written 
● Leaky ReLU:  for parameter 

▶︎ now we have nonzero gradient even when 
●Can fix  or learn it by SGD

max(0, z)
max(αz, z) α ∈ (0,1)

z < 0
α

 yields 
original ReLU 

 yields 
identity

α = 0

α = 1
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Large 
negative 
values

●Part of ReLU’s benefit is that it zeros out large negative 
values of pre-activation 

● Leaky ReLU doesn’t do this: if , output can still 
have large absolute value

●Fixes: SILU, GELU
▶︎ give up monotonicity to recover suppression of  

while maintaining 
▶︎ can’t have all 3 of these properties

z
z ≪ 0

z ≪ 0
f(0) = 0
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SILU

●Sigmoid linear unit =  for 
▶︎ also called Swish
▶︎ approaches ReLU for 

z σ(αz) α > 0

α → ∞
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GELU

●Can do something like SILU with any CDF
●Popular: Gaussian CDF  GELU

▶︎ Gaussian error linear unit, since the Gaussian CDF is 
related to the error function 

→

erf(z)

α=1
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Gating

●Can think of ReLU, SILU, GELU as implementing a 
logical test (a gate) on activation 
▶︎ if , suppress output (possibly differentiably)

●What if we want the gate to depend on something other 
than sign of ?

●Gated linear unit (GLU):
▶︎

▶︎ two separate linear functions of previous layer, second 
one gates the first

▶︎ can replace  with any nonlinearity (Gaussian CDF, 
Swish, GELU, identity, …) — SwiGLU is common

●Twice as many parameters (matters for speed, memory) 
but can counteract by scaling down layer width

z = Wx + b
z < 0

z

(Ux + b) ∘ σ(Wx + c)

σ
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GLU

x2 ∘ σ(2x1)
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Normalize

●Typical example layer: : matrix , vector , 
componentwise nonlinear activation 

●Many activations are most interesting near zero
▶︎ sigmoid’s non-constant region
▶︎ ReLU’s derivative discontinuity
▶︎ …

● Idea: auto-shift and auto-scale inputs to be in this 
neighborhood by default
▶︎ but let the network learn to move away if needed

●Hope: normalization helps generalization
▶︎ in practice: effects poorly understood, but can be positive

f(Wx + b) W x, b
f
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Layer norm

●Given 

▶︎ define 

▶︎ define 

▶︎ define 

●New version of layer, with layer norm:   
▶︎ new componentwise gain parameter  picks scale
▶︎ existing bias parameter  lets us shift away from zero
▶︎ but by default (if  and ), inputs to  

have mean zero and variance 1

a = Wx ∈ ℝd

ā = 1
d

∑d
i=1 ai

σ2 = 1
d

∑d
i=1 (ai − ā)2 + ϵ

a′￼ = a − ā
σ

f(g ∘ a′￼+ b)
g ∈ ℝd

b
g = (1, 1, …)⊤ b = 0 f

tiny fixed number, 
to prevent divide-

by-zero

no need for bias weight 
or 1s column

originally: f(Wx + b)

f(Wx) + b

x

W

ℝd
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RMS norm

●Given 

▶︎ define 

▶︎ define 

▶︎ define  

●New version of layer, with RMS norm:   
▶︎ only difference is not to subtract mean as first step
▶︎ somewhat faster, similar performance

a = Wx ∈ ℝd

ā = 0

σ2 = 1
d

∑d
i=1 (ai − ā)2 + ϵ = 1

d
∑d

i=1 a2
i + ϵ

a′￼ = a − ā
σ = a

σ
f(g ∘ a′￼+ b)

bias often still 
dropped

originally: f(Wx + b)
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What to 
normalize?

● Layer norm says the bag of hidden activations for any 
single example should have mean 0, variance 1

●Alternate goal: each hidden activation should have 
mean 0, variance 1 across examples
▶︎ enforcing this property is called batch norm
▶︎ can’t measure it with just one example
▶︎ makes batch norm more complicated to implement
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Batch norm

●To the rescue: minibatch SGD
●Measure mean and variance in each minibatch
●Given  for each example in minibatch 

▶︎ define 

▶︎ define 

▶︎ define 

●New version of layer, with batch norm:   

ai = Wxi ∈ ℝd B
ā = 1

|B |
∑i∈B ai ā ∈ ℝd

σ2 = 1
|B |

∑i∈B (ai − ā)2 + ϵ σ ∈ ℝd

a′￼ = a − ā
σ

f(g ∘ a′￼+ b) co
nt

ra
st
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Batch norm: 
test time

●We don’t necessarily have a minibatch available at test 
time — so we can’t compute  and !

●So, after we’re done with SGD on training set:
▶︎ learn  and  from entire training set
▶︎ these parameters become part of our model

●Tempting: test in minibatches, compute  then
▶︎ why is this wrong?

ā σ

ā σ

ā, σ
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Exploding 
gradients

●All these normalization operations are differentiable
●When activations are small or large, normalization 

scales them 
▶︎  possibility of vanishing or exploding gradients
▶︎ must use a mitigation if we have normalization layers
▶︎ most popular: residual connections

→

z = f(g ∘ Wx − ā
σ + b)

dL = ⟨r, dz⟩ dz =
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Learning 
objectives—
deep nets, 
backprop

●What is a neural network? What are depth and width?
●Why do we make networks deep? Why didn’t we make 

them deep before about 2010?
●How do we compute the forward and backward passes 

(activations and gradients)? How can we get a toolkit 
like PyTorch to do this for us?

●What are vanishing and exploding gradients, and how 
do we avoid them?

●How do we decide how to scale parameters like learning 
rate or momentum as we make a network bigger?

●What are some building blocks for networks (activations, 
kinds of layers, …) and what are they good for?



Societal impacts of ML/AI
(especially fairness)

10-701 Introduction to Machine Learning 
Geoff Gordon 

thanks to Matt Gormley and Henry Chai for some content
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System

●We never use a learned model in isolation — it is always 
part of a larger system or context

●System could include
▶︎many people in many roles — user, client, bystander
▶︎many other pieces of software — incl other models
▶︎the physical world — buildings, cars, roads

● with many kinds of interaction among these parts
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System

●We never use a learned model in isolation — it is always 
part of a larger system or context

●System could include
▶︎many people in many roles — user, client, bystander
▶︎many other pieces of software — incl other models
▶︎the physical world — buildings, cars, roads

● with many kinds of interaction among these parts

We often don’t know all parts of the system to start, and we 
often can’t fully predict effects of changes to the system
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System 
examples

●E.g., suppose we learn a language model: for tokens  
that represent words, parts of words, or phrases, predict 

 
●What systems could this model be part of?

xt

P(xT ∣ x1, x2, …, xT−1)
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We often have great hopes that a 
learned model will improve a system

Slide courtesy of Hoda Heidari
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To influence 
a system, 
we work 
through the 
steps of an 
ML pipeline

Define task  & experience  T E

Gather data  that instantiates D E

what do we want to 
accomplish?

Compensate for data problems

Define model  & performance criterion M P

distribution shift, admixture 
(outliers), mislabeling, …

Fit / optimize

Compensate for problems in , , fitM P
model mismatch, distribution 
shift, overfitting, bad local optima, 
safety, laws, business rules …

Deploy and monitor against P, T

m
os

t l
ec

tu
re

s 
in
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hyperparameters, 
regularization, …

how do we represent our 
hypothesis? how do we 
measure success?

define input and output 
representations

we never get it right the first time 
— learner does what we tell it, 
not what we should have told it!
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Narrow 
views

●Because systems are complex, researchers sometimes 
take too narrow a view of potential impacts

▶︎ e.g., ignore some aspects of the system — maybe 
measure only properties of model, not its effect on the 
system

▶︎ e.g., restrict to a few stages of ML pipeline
● Leads to unintended consequences 
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Some 
examples of 
unintended 
consequences 

By visualizing weights and activations of 
deployed model, we discover an edit that 

reduces bias — but when we initialize 
there, training undoes the edit

Define task  & experience  T E

Gather data  that instantiates D E

Compensate for data problems

Define model  & performance criterion M P

Fit / optimize

Compensate for problems in , , fitM P

Deploy and monitor against P, T

A customer complains about an 
incorrectly classified case; when 
we investigate, we find many 

similar problem cases

We discover that our model 
performs poorly for a particular 

group of users; training set contains 
one example from group

Our mapping software causes 
traffic jams when lots of users re-

route through small neighborhoods 

Our credit management software 
denies loans to applicants from ZIP 

codes that contain minorities

Our LLM starts talking like a 
13-year-old on Fortnite
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Unintended 
consequences 

●For one of these systems                                     what 
might be unintended consequences of changes to 
system?
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It’s hard to 
think of all 
possible 
consequences 
in advance!

prompt already typed suggested completion

[Olteanu, Diaz, Kazai, 2020]

should I ???
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It’s hard to 
think of all 
possible 
consequences 
in advance!

prompt already typed suggested completion

When Are Search Completion Suggestions Problematic? 171:25

Category Working de!nitions (and sub-categories) Mentions in prior work Keywords (p/s: query)

Harmful
speech

Hate speech: suggestions that could be perceived as hateful
or that intend to intimidate or promote violence, against a
group or its members.
Intimidates & promotes violence: suggestions that may steer
users towards acting violently or that aim to intimidate
certain individuals.
O!ensive speech: suggestions that dehumanize, insult, or
ridicule, actively seeking to embarrass or harm reputation.
Discriminatory speech: suggestions showing known or exist-
ing bias, prejudice, or intolerance, perpetuating, employing
negative stereotypes, or encouraging feelings of fear or
disgust towards a group or individual.
Defamation & derogatory speech: suggestions that defame
someone by suggesting negative associations, including
suggestions of dishonesty or involvement in illicit activities.
Profane language: suggestions including any sort of slurs,
expletives, swear or curse words.

extreme violence, cause
harm to others, rude or
discourteous or exhibit-
ing lack of respect [87];
violence [15]; racism [22];
hate speech, violence re-
lated suggestions [76];
negative connotations [64];
antisemitic, sexist and
racist [24]

punch (p: should i punch
[my mother])
hit (s: should women be [hit
by men])
deported (s: arabs should be
[deported])
poison (p: which poison can
kill [an adult fast])

Potentially
illicit

Facilitates illicit activities: suggestions condoning & con-
stituting illicit speech, infringing on intellectual property,
copyright rights or trademark agreements, or that facilitate
or nudge users towards illicit activities.
Privacy breaching: suggestions revealing unwanted details
from someone’s past or anything that may be construed as
sensitive or personal information.
Terrorist or extremist propaganda: suggestions that may steer
or help users !nd extremist content related to terrorist or
extremist activities like recruiting or sponsoring.
Defamation & derogatory speech: See above.
Child abuse & pornography: suggestions related to child
abuse or child pornography.

related to an activity which
is illegal [87]; defama-
tion [16]; illicit sex [15];
piracy related, personally
identi!able information in
suggestions [76]

heroin (s: trustworthy web-
site to [buy heroin])
fake passports (s: how to get
[fake passports])
beat child (s: how to [beat
my child])

Controversy,
Misinformation,
and
Manipulation

Controversial topics: suggestions that seem to endorse one
side of a known controversial debate.
Misinfo., disinfo. or misleading content: suggestions that
promote information that is factually incorrect, or that
reinforce or nudge users towards conspiracy theories.
Coordinated attacks & suggestions manipulation: suggestions
that occur as a result of attempts to manipulate the search or
suggestions results, such as by promoting certain businesses
or by trying to a"ect someone’s reputation.

issue-related queries [6];
false information, orga-
nized attacks [49]; rumors
and conspiracies [16, 53];
opinionated queries, con-
troversial topics [10, 18];
partisan cues [32]; misinfor-
mation [55]; controversies,
manufactured suggestions,
fake queries [76]

hoax (s: climate change is [a
hoax])
staged (s: 911 was [staged])
vaccines (p: vaccines are
[dangerous])
divorce lawyer (p: divorce
lawyer [nashville LAW_-
FIRM_NAME])

Stereotypes
& Bias

Ideological bias: suggestions that validate or endorse views
that belong to certain ideological groups, or that promote
stereotypical beliefs about an ideological group.
Systemically biased suggestions: suggestions about certain
topics that are systematically biased towards a group,
reinforcing sensitive associations between the group &
negative attributes or stereotypical beliefs.
Discriminatory speech: See above.
Defamation & derogatory speech: See above.
O!ensive speech: See above.

gender bias, partisan, polit-
ically charged queries [6];
perpetuating stereotypes,
make negative associations
with an individual [49];
politically bias [42, 53, 67];
reinforcing and perpetu-
ating stereotypes [3, 54];
defamatory or libelous
suggestions, harmful or
negative associations [68];
defamation [12]

refugees (p: refugees are
[taking jobs])
women (p: women need [to
dress modestly])
girl (s: running like [a girl])
black men (p: black men
[are lazy])

Adult queries Adult content: suggestions that contain pornography-related
terms or steer users towards pornographic/obscene content.
Child abuse: See above.

sex-related [16]; child
pornography [15]; porn
and adult-content re-
lated [34, 76]

naked (p: naked girls
[videos])

Other types Animal cruelty: suggestions that may steer users towards
information about how to harm animals.
Self-harm and suicidal content: suggestions that may steers
someone towards hurting themselves.
Sensitive topics: suggestions that may trigger memories of
traumatic events or be considered sensitive or emotionally
charged by certain groups due to historic or cultural reasons.

causing harm to one-
self [87]; animal cruelty
[15]; self-harm [39]

strangle dog (p&s: how to
strangle [a dog])
hitler (p: hitler is [my god])
hurt myself (s: I want to
[hurt myself])

Table 5. Typology of problematic suggestions (with definitions) and their relation to related aspects mentioned
in prior work. It also contains examples of keywords we used to identify queries likely to belong to these
categories of problematic suggestions, along with example of problematic queries containing these keywords.
Sub-categories repeat (e.g., a query can both contain harmful speech and be potentially illicit).

Proceedings of the ACM on Human-Computer Interaction, Vol. 4, No. CSCW2, Article 171. Publication date: October 2020.

should I buy drugs

[Olteanu, Diaz, Kazai, 2020]

should I ???
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When Are Search Completion Suggestions Problematic? 171:25

Category Working de!nitions (and sub-categories) Mentions in prior work Keywords (p/s: query)

Harmful
speech

Hate speech: suggestions that could be perceived as hateful
or that intend to intimidate or promote violence, against a
group or its members.
Intimidates & promotes violence: suggestions that may steer
users towards acting violently or that aim to intimidate
certain individuals.
O!ensive speech: suggestions that dehumanize, insult, or
ridicule, actively seeking to embarrass or harm reputation.
Discriminatory speech: suggestions showing known or exist-
ing bias, prejudice, or intolerance, perpetuating, employing
negative stereotypes, or encouraging feelings of fear or
disgust towards a group or individual.
Defamation & derogatory speech: suggestions that defame
someone by suggesting negative associations, including
suggestions of dishonesty or involvement in illicit activities.
Profane language: suggestions including any sort of slurs,
expletives, swear or curse words.

extreme violence, cause
harm to others, rude or
discourteous or exhibit-
ing lack of respect [87];
violence [15]; racism [22];
hate speech, violence re-
lated suggestions [76];
negative connotations [64];
antisemitic, sexist and
racist [24]

punch (p: should i punch
[my mother])
hit (s: should women be [hit
by men])
deported (s: arabs should be
[deported])
poison (p: which poison can
kill [an adult fast])

Potentially
illicit

Facilitates illicit activities: suggestions condoning & con-
stituting illicit speech, infringing on intellectual property,
copyright rights or trademark agreements, or that facilitate
or nudge users towards illicit activities.
Privacy breaching: suggestions revealing unwanted details
from someone’s past or anything that may be construed as
sensitive or personal information.
Terrorist or extremist propaganda: suggestions that may steer
or help users !nd extremist content related to terrorist or
extremist activities like recruiting or sponsoring.
Defamation & derogatory speech: See above.
Child abuse & pornography: suggestions related to child
abuse or child pornography.

related to an activity which
is illegal [87]; defama-
tion [16]; illicit sex [15];
piracy related, personally
identi!able information in
suggestions [76]

heroin (s: trustworthy web-
site to [buy heroin])
fake passports (s: how to get
[fake passports])
beat child (s: how to [beat
my child])

Controversy,
Misinformation,
and
Manipulation

Controversial topics: suggestions that seem to endorse one
side of a known controversial debate.
Misinfo., disinfo. or misleading content: suggestions that
promote information that is factually incorrect, or that
reinforce or nudge users towards conspiracy theories.
Coordinated attacks & suggestions manipulation: suggestions
that occur as a result of attempts to manipulate the search or
suggestions results, such as by promoting certain businesses
or by trying to a"ect someone’s reputation.

issue-related queries [6];
false information, orga-
nized attacks [49]; rumors
and conspiracies [16, 53];
opinionated queries, con-
troversial topics [10, 18];
partisan cues [32]; misinfor-
mation [55]; controversies,
manufactured suggestions,
fake queries [76]

hoax (s: climate change is [a
hoax])
staged (s: 911 was [staged])
vaccines (p: vaccines are
[dangerous])
divorce lawyer (p: divorce
lawyer [nashville LAW_-
FIRM_NAME])

Stereotypes
& Bias

Ideological bias: suggestions that validate or endorse views
that belong to certain ideological groups, or that promote
stereotypical beliefs about an ideological group.
Systemically biased suggestions: suggestions about certain
topics that are systematically biased towards a group,
reinforcing sensitive associations between the group &
negative attributes or stereotypical beliefs.
Discriminatory speech: See above.
Defamation & derogatory speech: See above.
O!ensive speech: See above.

gender bias, partisan, polit-
ically charged queries [6];
perpetuating stereotypes,
make negative associations
with an individual [49];
politically bias [42, 53, 67];
reinforcing and perpetu-
ating stereotypes [3, 54];
defamatory or libelous
suggestions, harmful or
negative associations [68];
defamation [12]

refugees (p: refugees are
[taking jobs])
women (p: women need [to
dress modestly])
girl (s: running like [a girl])
black men (p: black men
[are lazy])

Adult queries Adult content: suggestions that contain pornography-related
terms or steer users towards pornographic/obscene content.
Child abuse: See above.

sex-related [16]; child
pornography [15]; porn
and adult-content re-
lated [34, 76]

naked (p: naked girls
[videos])

Other types Animal cruelty: suggestions that may steer users towards
information about how to harm animals.
Self-harm and suicidal content: suggestions that may steers
someone towards hurting themselves.
Sensitive topics: suggestions that may trigger memories of
traumatic events or be considered sensitive or emotionally
charged by certain groups due to historic or cultural reasons.

causing harm to one-
self [87]; animal cruelty
[15]; self-harm [39]

strangle dog (p&s: how to
strangle [a dog])
hitler (p: hitler is [my god])
hurt myself (s: I want to
[hurt myself])

Table 5. Typology of problematic suggestions (with definitions) and their relation to related aspects mentioned
in prior work. It also contains examples of keywords we used to identify queries likely to belong to these
categories of problematic suggestions, along with example of problematic queries containing these keywords.
Sub-categories repeat (e.g., a query can both contain harmful speech and be potentially illicit).
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Category Working de!nitions (and sub-categories) Mentions in prior work Keywords (p/s: query)

Harmful
speech

Hate speech: suggestions that could be perceived as hateful
or that intend to intimidate or promote violence, against a
group or its members.
Intimidates & promotes violence: suggestions that may steer
users towards acting violently or that aim to intimidate
certain individuals.
O!ensive speech: suggestions that dehumanize, insult, or
ridicule, actively seeking to embarrass or harm reputation.
Discriminatory speech: suggestions showing known or exist-
ing bias, prejudice, or intolerance, perpetuating, employing
negative stereotypes, or encouraging feelings of fear or
disgust towards a group or individual.
Defamation & derogatory speech: suggestions that defame
someone by suggesting negative associations, including
suggestions of dishonesty or involvement in illicit activities.
Profane language: suggestions including any sort of slurs,
expletives, swear or curse words.

extreme violence, cause
harm to others, rude or
discourteous or exhibit-
ing lack of respect [87];
violence [15]; racism [22];
hate speech, violence re-
lated suggestions [76];
negative connotations [64];
antisemitic, sexist and
racist [24]

punch (p: should i punch
[my mother])
hit (s: should women be [hit
by men])
deported (s: arabs should be
[deported])
poison (p: which poison can
kill [an adult fast])

Potentially
illicit

Facilitates illicit activities: suggestions condoning & con-
stituting illicit speech, infringing on intellectual property,
copyright rights or trademark agreements, or that facilitate
or nudge users towards illicit activities.
Privacy breaching: suggestions revealing unwanted details
from someone’s past or anything that may be construed as
sensitive or personal information.
Terrorist or extremist propaganda: suggestions that may steer
or help users !nd extremist content related to terrorist or
extremist activities like recruiting or sponsoring.
Defamation & derogatory speech: See above.
Child abuse & pornography: suggestions related to child
abuse or child pornography.

related to an activity which
is illegal [87]; defama-
tion [16]; illicit sex [15];
piracy related, personally
identi!able information in
suggestions [76]

heroin (s: trustworthy web-
site to [buy heroin])
fake passports (s: how to get
[fake passports])
beat child (s: how to [beat
my child])

Controversy,
Misinformation,
and
Manipulation

Controversial topics: suggestions that seem to endorse one
side of a known controversial debate.
Misinfo., disinfo. or misleading content: suggestions that
promote information that is factually incorrect, or that
reinforce or nudge users towards conspiracy theories.
Coordinated attacks & suggestions manipulation: suggestions
that occur as a result of attempts to manipulate the search or
suggestions results, such as by promoting certain businesses
or by trying to a"ect someone’s reputation.

issue-related queries [6];
false information, orga-
nized attacks [49]; rumors
and conspiracies [16, 53];
opinionated queries, con-
troversial topics [10, 18];
partisan cues [32]; misinfor-
mation [55]; controversies,
manufactured suggestions,
fake queries [76]

hoax (s: climate change is [a
hoax])
staged (s: 911 was [staged])
vaccines (p: vaccines are
[dangerous])
divorce lawyer (p: divorce
lawyer [nashville LAW_-
FIRM_NAME])

Stereotypes
& Bias

Ideological bias: suggestions that validate or endorse views
that belong to certain ideological groups, or that promote
stereotypical beliefs about an ideological group.
Systemically biased suggestions: suggestions about certain
topics that are systematically biased towards a group,
reinforcing sensitive associations between the group &
negative attributes or stereotypical beliefs.
Discriminatory speech: See above.
Defamation & derogatory speech: See above.
O!ensive speech: See above.

gender bias, partisan, polit-
ically charged queries [6];
perpetuating stereotypes,
make negative associations
with an individual [49];
politically bias [42, 53, 67];
reinforcing and perpetu-
ating stereotypes [3, 54];
defamatory or libelous
suggestions, harmful or
negative associations [68];
defamation [12]

refugees (p: refugees are
[taking jobs])
women (p: women need [to
dress modestly])
girl (s: running like [a girl])
black men (p: black men
[are lazy])

Adult queries Adult content: suggestions that contain pornography-related
terms or steer users towards pornographic/obscene content.
Child abuse: See above.

sex-related [16]; child
pornography [15]; porn
and adult-content re-
lated [34, 76]

naked (p: naked girls
[videos])

Other types Animal cruelty: suggestions that may steer users towards
information about how to harm animals.
Self-harm and suicidal content: suggestions that may steers
someone towards hurting themselves.
Sensitive topics: suggestions that may trigger memories of
traumatic events or be considered sensitive or emotionally
charged by certain groups due to historic or cultural reasons.

causing harm to one-
self [87]; animal cruelty
[15]; self-harm [39]

strangle dog (p&s: how to
strangle [a dog])
hitler (p: hitler is [my god])
hurt myself (s: I want to
[hurt myself])

Table 5. Typology of problematic suggestions (with definitions) and their relation to related aspects mentioned
in prior work. It also contains examples of keywords we used to identify queries likely to belong to these
categories of problematic suggestions, along with example of problematic queries containing these keywords.
Sub-categories repeat (e.g., a query can both contain harmful speech and be potentially illicit).
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[Olteanu, Diaz, Kazai, 2020]
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Category Working de!nitions (and sub-categories) Mentions in prior work Keywords (p/s: query)

Harmful
speech

Hate speech: suggestions that could be perceived as hateful
or that intend to intimidate or promote violence, against a
group or its members.
Intimidates & promotes violence: suggestions that may steer
users towards acting violently or that aim to intimidate
certain individuals.
O!ensive speech: suggestions that dehumanize, insult, or
ridicule, actively seeking to embarrass or harm reputation.
Discriminatory speech: suggestions showing known or exist-
ing bias, prejudice, or intolerance, perpetuating, employing
negative stereotypes, or encouraging feelings of fear or
disgust towards a group or individual.
Defamation & derogatory speech: suggestions that defame
someone by suggesting negative associations, including
suggestions of dishonesty or involvement in illicit activities.
Profane language: suggestions including any sort of slurs,
expletives, swear or curse words.

extreme violence, cause
harm to others, rude or
discourteous or exhibit-
ing lack of respect [87];
violence [15]; racism [22];
hate speech, violence re-
lated suggestions [76];
negative connotations [64];
antisemitic, sexist and
racist [24]

punch (p: should i punch
[my mother])
hit (s: should women be [hit
by men])
deported (s: arabs should be
[deported])
poison (p: which poison can
kill [an adult fast])

Potentially
illicit

Facilitates illicit activities: suggestions condoning & con-
stituting illicit speech, infringing on intellectual property,
copyright rights or trademark agreements, or that facilitate
or nudge users towards illicit activities.
Privacy breaching: suggestions revealing unwanted details
from someone’s past or anything that may be construed as
sensitive or personal information.
Terrorist or extremist propaganda: suggestions that may steer
or help users !nd extremist content related to terrorist or
extremist activities like recruiting or sponsoring.
Defamation & derogatory speech: See above.
Child abuse & pornography: suggestions related to child
abuse or child pornography.

related to an activity which
is illegal [87]; defama-
tion [16]; illicit sex [15];
piracy related, personally
identi!able information in
suggestions [76]

heroin (s: trustworthy web-
site to [buy heroin])
fake passports (s: how to get
[fake passports])
beat child (s: how to [beat
my child])

Controversy,
Misinformation,
and
Manipulation

Controversial topics: suggestions that seem to endorse one
side of a known controversial debate.
Misinfo., disinfo. or misleading content: suggestions that
promote information that is factually incorrect, or that
reinforce or nudge users towards conspiracy theories.
Coordinated attacks & suggestions manipulation: suggestions
that occur as a result of attempts to manipulate the search or
suggestions results, such as by promoting certain businesses
or by trying to a"ect someone’s reputation.

issue-related queries [6];
false information, orga-
nized attacks [49]; rumors
and conspiracies [16, 53];
opinionated queries, con-
troversial topics [10, 18];
partisan cues [32]; misinfor-
mation [55]; controversies,
manufactured suggestions,
fake queries [76]

hoax (s: climate change is [a
hoax])
staged (s: 911 was [staged])
vaccines (p: vaccines are
[dangerous])
divorce lawyer (p: divorce
lawyer [nashville LAW_-
FIRM_NAME])

Stereotypes
& Bias

Ideological bias: suggestions that validate or endorse views
that belong to certain ideological groups, or that promote
stereotypical beliefs about an ideological group.
Systemically biased suggestions: suggestions about certain
topics that are systematically biased towards a group,
reinforcing sensitive associations between the group &
negative attributes or stereotypical beliefs.
Discriminatory speech: See above.
Defamation & derogatory speech: See above.
O!ensive speech: See above.

gender bias, partisan, polit-
ically charged queries [6];
perpetuating stereotypes,
make negative associations
with an individual [49];
politically bias [42, 53, 67];
reinforcing and perpetu-
ating stereotypes [3, 54];
defamatory or libelous
suggestions, harmful or
negative associations [68];
defamation [12]

refugees (p: refugees are
[taking jobs])
women (p: women need [to
dress modestly])
girl (s: running like [a girl])
black men (p: black men
[are lazy])

Adult queries Adult content: suggestions that contain pornography-related
terms or steer users towards pornographic/obscene content.
Child abuse: See above.

sex-related [16]; child
pornography [15]; porn
and adult-content re-
lated [34, 76]

naked (p: naked girls
[videos])

Other types Animal cruelty: suggestions that may steer users towards
information about how to harm animals.
Self-harm and suicidal content: suggestions that may steers
someone towards hurting themselves.
Sensitive topics: suggestions that may trigger memories of
traumatic events or be considered sensitive or emotionally
charged by certain groups due to historic or cultural reasons.

causing harm to one-
self [87]; animal cruelty
[15]; self-harm [39]

strangle dog (p&s: how to
strangle [a dog])
hitler (p: hitler is [my god])
hurt myself (s: I want to
[hurt myself])

Table 5. Typology of problematic suggestions (with definitions) and their relation to related aspects mentioned
in prior work. It also contains examples of keywords we used to identify queries likely to belong to these
categories of problematic suggestions, along with example of problematic queries containing these keywords.
Sub-categories repeat (e.g., a query can both contain harmful speech and be potentially illicit).
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Category Working de!nitions (and sub-categories) Mentions in prior work Keywords (p/s: query)

Harmful
speech

Hate speech: suggestions that could be perceived as hateful
or that intend to intimidate or promote violence, against a
group or its members.
Intimidates & promotes violence: suggestions that may steer
users towards acting violently or that aim to intimidate
certain individuals.
O!ensive speech: suggestions that dehumanize, insult, or
ridicule, actively seeking to embarrass or harm reputation.
Discriminatory speech: suggestions showing known or exist-
ing bias, prejudice, or intolerance, perpetuating, employing
negative stereotypes, or encouraging feelings of fear or
disgust towards a group or individual.
Defamation & derogatory speech: suggestions that defame
someone by suggesting negative associations, including
suggestions of dishonesty or involvement in illicit activities.
Profane language: suggestions including any sort of slurs,
expletives, swear or curse words.

extreme violence, cause
harm to others, rude or
discourteous or exhibit-
ing lack of respect [87];
violence [15]; racism [22];
hate speech, violence re-
lated suggestions [76];
negative connotations [64];
antisemitic, sexist and
racist [24]

punch (p: should i punch
[my mother])
hit (s: should women be [hit
by men])
deported (s: arabs should be
[deported])
poison (p: which poison can
kill [an adult fast])

Potentially
illicit

Facilitates illicit activities: suggestions condoning & con-
stituting illicit speech, infringing on intellectual property,
copyright rights or trademark agreements, or that facilitate
or nudge users towards illicit activities.
Privacy breaching: suggestions revealing unwanted details
from someone’s past or anything that may be construed as
sensitive or personal information.
Terrorist or extremist propaganda: suggestions that may steer
or help users !nd extremist content related to terrorist or
extremist activities like recruiting or sponsoring.
Defamation & derogatory speech: See above.
Child abuse & pornography: suggestions related to child
abuse or child pornography.

related to an activity which
is illegal [87]; defama-
tion [16]; illicit sex [15];
piracy related, personally
identi!able information in
suggestions [76]

heroin (s: trustworthy web-
site to [buy heroin])
fake passports (s: how to get
[fake passports])
beat child (s: how to [beat
my child])

Controversy,
Misinformation,
and
Manipulation

Controversial topics: suggestions that seem to endorse one
side of a known controversial debate.
Misinfo., disinfo. or misleading content: suggestions that
promote information that is factually incorrect, or that
reinforce or nudge users towards conspiracy theories.
Coordinated attacks & suggestions manipulation: suggestions
that occur as a result of attempts to manipulate the search or
suggestions results, such as by promoting certain businesses
or by trying to a"ect someone’s reputation.

issue-related queries [6];
false information, orga-
nized attacks [49]; rumors
and conspiracies [16, 53];
opinionated queries, con-
troversial topics [10, 18];
partisan cues [32]; misinfor-
mation [55]; controversies,
manufactured suggestions,
fake queries [76]

hoax (s: climate change is [a
hoax])
staged (s: 911 was [staged])
vaccines (p: vaccines are
[dangerous])
divorce lawyer (p: divorce
lawyer [nashville LAW_-
FIRM_NAME])

Stereotypes
& Bias

Ideological bias: suggestions that validate or endorse views
that belong to certain ideological groups, or that promote
stereotypical beliefs about an ideological group.
Systemically biased suggestions: suggestions about certain
topics that are systematically biased towards a group,
reinforcing sensitive associations between the group &
negative attributes or stereotypical beliefs.
Discriminatory speech: See above.
Defamation & derogatory speech: See above.
O!ensive speech: See above.

gender bias, partisan, polit-
ically charged queries [6];
perpetuating stereotypes,
make negative associations
with an individual [49];
politically bias [42, 53, 67];
reinforcing and perpetu-
ating stereotypes [3, 54];
defamatory or libelous
suggestions, harmful or
negative associations [68];
defamation [12]

refugees (p: refugees are
[taking jobs])
women (p: women need [to
dress modestly])
girl (s: running like [a girl])
black men (p: black men
[are lazy])

Adult queries Adult content: suggestions that contain pornography-related
terms or steer users towards pornographic/obscene content.
Child abuse: See above.

sex-related [16]; child
pornography [15]; porn
and adult-content re-
lated [34, 76]

naked (p: naked girls
[videos])

Other types Animal cruelty: suggestions that may steer users towards
information about how to harm animals.
Self-harm and suicidal content: suggestions that may steers
someone towards hurting themselves.
Sensitive topics: suggestions that may trigger memories of
traumatic events or be considered sensitive or emotionally
charged by certain groups due to historic or cultural reasons.

causing harm to one-
self [87]; animal cruelty
[15]; self-harm [39]

strangle dog (p&s: how to
strangle [a dog])
hitler (p: hitler is [my god])
hurt myself (s: I want to
[hurt myself])

Table 5. Typology of problematic suggestions (with definitions) and their relation to related aspects mentioned
in prior work. It also contains examples of keywords we used to identify queries likely to belong to these
categories of problematic suggestions, along with example of problematic queries containing these keywords.
Sub-categories repeat (e.g., a query can both contain harmful speech and be potentially illicit).
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Category Working de!nitions (and sub-categories) Mentions in prior work Keywords (p/s: query)

Harmful
speech

Hate speech: suggestions that could be perceived as hateful
or that intend to intimidate or promote violence, against a
group or its members.
Intimidates & promotes violence: suggestions that may steer
users towards acting violently or that aim to intimidate
certain individuals.
O!ensive speech: suggestions that dehumanize, insult, or
ridicule, actively seeking to embarrass or harm reputation.
Discriminatory speech: suggestions showing known or exist-
ing bias, prejudice, or intolerance, perpetuating, employing
negative stereotypes, or encouraging feelings of fear or
disgust towards a group or individual.
Defamation & derogatory speech: suggestions that defame
someone by suggesting negative associations, including
suggestions of dishonesty or involvement in illicit activities.
Profane language: suggestions including any sort of slurs,
expletives, swear or curse words.

extreme violence, cause
harm to others, rude or
discourteous or exhibit-
ing lack of respect [87];
violence [15]; racism [22];
hate speech, violence re-
lated suggestions [76];
negative connotations [64];
antisemitic, sexist and
racist [24]

punch (p: should i punch
[my mother])
hit (s: should women be [hit
by men])
deported (s: arabs should be
[deported])
poison (p: which poison can
kill [an adult fast])

Potentially
illicit

Facilitates illicit activities: suggestions condoning & con-
stituting illicit speech, infringing on intellectual property,
copyright rights or trademark agreements, or that facilitate
or nudge users towards illicit activities.
Privacy breaching: suggestions revealing unwanted details
from someone’s past or anything that may be construed as
sensitive or personal information.
Terrorist or extremist propaganda: suggestions that may steer
or help users !nd extremist content related to terrorist or
extremist activities like recruiting or sponsoring.
Defamation & derogatory speech: See above.
Child abuse & pornography: suggestions related to child
abuse or child pornography.

related to an activity which
is illegal [87]; defama-
tion [16]; illicit sex [15];
piracy related, personally
identi!able information in
suggestions [76]

heroin (s: trustworthy web-
site to [buy heroin])
fake passports (s: how to get
[fake passports])
beat child (s: how to [beat
my child])

Controversy,
Misinformation,
and
Manipulation

Controversial topics: suggestions that seem to endorse one
side of a known controversial debate.
Misinfo., disinfo. or misleading content: suggestions that
promote information that is factually incorrect, or that
reinforce or nudge users towards conspiracy theories.
Coordinated attacks & suggestions manipulation: suggestions
that occur as a result of attempts to manipulate the search or
suggestions results, such as by promoting certain businesses
or by trying to a"ect someone’s reputation.

issue-related queries [6];
false information, orga-
nized attacks [49]; rumors
and conspiracies [16, 53];
opinionated queries, con-
troversial topics [10, 18];
partisan cues [32]; misinfor-
mation [55]; controversies,
manufactured suggestions,
fake queries [76]

hoax (s: climate change is [a
hoax])
staged (s: 911 was [staged])
vaccines (p: vaccines are
[dangerous])
divorce lawyer (p: divorce
lawyer [nashville LAW_-
FIRM_NAME])

Stereotypes
& Bias

Ideological bias: suggestions that validate or endorse views
that belong to certain ideological groups, or that promote
stereotypical beliefs about an ideological group.
Systemically biased suggestions: suggestions about certain
topics that are systematically biased towards a group,
reinforcing sensitive associations between the group &
negative attributes or stereotypical beliefs.
Discriminatory speech: See above.
Defamation & derogatory speech: See above.
O!ensive speech: See above.

gender bias, partisan, polit-
ically charged queries [6];
perpetuating stereotypes,
make negative associations
with an individual [49];
politically bias [42, 53, 67];
reinforcing and perpetu-
ating stereotypes [3, 54];
defamatory or libelous
suggestions, harmful or
negative associations [68];
defamation [12]

refugees (p: refugees are
[taking jobs])
women (p: women need [to
dress modestly])
girl (s: running like [a girl])
black men (p: black men
[are lazy])

Adult queries Adult content: suggestions that contain pornography-related
terms or steer users towards pornographic/obscene content.
Child abuse: See above.

sex-related [16]; child
pornography [15]; porn
and adult-content re-
lated [34, 76]

naked (p: naked girls
[videos])

Other types Animal cruelty: suggestions that may steer users towards
information about how to harm animals.
Self-harm and suicidal content: suggestions that may steers
someone towards hurting themselves.
Sensitive topics: suggestions that may trigger memories of
traumatic events or be considered sensitive or emotionally
charged by certain groups due to historic or cultural reasons.

causing harm to one-
self [87]; animal cruelty
[15]; self-harm [39]

strangle dog (p&s: how to
strangle [a dog])
hitler (p: hitler is [my god])
hurt myself (s: I want to
[hurt myself])

Table 5. Typology of problematic suggestions (with definitions) and their relation to related aspects mentioned
in prior work. It also contains examples of keywords we used to identify queries likely to belong to these
categories of problematic suggestions, along with example of problematic queries containing these keywords.
Sub-categories repeat (e.g., a query can both contain harmful speech and be potentially illicit).
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Category Working de!nitions (and sub-categories) Mentions in prior work Keywords (p/s: query)

Harmful
speech

Hate speech: suggestions that could be perceived as hateful
or that intend to intimidate or promote violence, against a
group or its members.
Intimidates & promotes violence: suggestions that may steer
users towards acting violently or that aim to intimidate
certain individuals.
O!ensive speech: suggestions that dehumanize, insult, or
ridicule, actively seeking to embarrass or harm reputation.
Discriminatory speech: suggestions showing known or exist-
ing bias, prejudice, or intolerance, perpetuating, employing
negative stereotypes, or encouraging feelings of fear or
disgust towards a group or individual.
Defamation & derogatory speech: suggestions that defame
someone by suggesting negative associations, including
suggestions of dishonesty or involvement in illicit activities.
Profane language: suggestions including any sort of slurs,
expletives, swear or curse words.

extreme violence, cause
harm to others, rude or
discourteous or exhibit-
ing lack of respect [87];
violence [15]; racism [22];
hate speech, violence re-
lated suggestions [76];
negative connotations [64];
antisemitic, sexist and
racist [24]

punch (p: should i punch
[my mother])
hit (s: should women be [hit
by men])
deported (s: arabs should be
[deported])
poison (p: which poison can
kill [an adult fast])

Potentially
illicit

Facilitates illicit activities: suggestions condoning & con-
stituting illicit speech, infringing on intellectual property,
copyright rights or trademark agreements, or that facilitate
or nudge users towards illicit activities.
Privacy breaching: suggestions revealing unwanted details
from someone’s past or anything that may be construed as
sensitive or personal information.
Terrorist or extremist propaganda: suggestions that may steer
or help users !nd extremist content related to terrorist or
extremist activities like recruiting or sponsoring.
Defamation & derogatory speech: See above.
Child abuse & pornography: suggestions related to child
abuse or child pornography.

related to an activity which
is illegal [87]; defama-
tion [16]; illicit sex [15];
piracy related, personally
identi!able information in
suggestions [76]

heroin (s: trustworthy web-
site to [buy heroin])
fake passports (s: how to get
[fake passports])
beat child (s: how to [beat
my child])

Controversy,
Misinformation,
and
Manipulation

Controversial topics: suggestions that seem to endorse one
side of a known controversial debate.
Misinfo., disinfo. or misleading content: suggestions that
promote information that is factually incorrect, or that
reinforce or nudge users towards conspiracy theories.
Coordinated attacks & suggestions manipulation: suggestions
that occur as a result of attempts to manipulate the search or
suggestions results, such as by promoting certain businesses
or by trying to a"ect someone’s reputation.

issue-related queries [6];
false information, orga-
nized attacks [49]; rumors
and conspiracies [16, 53];
opinionated queries, con-
troversial topics [10, 18];
partisan cues [32]; misinfor-
mation [55]; controversies,
manufactured suggestions,
fake queries [76]

hoax (s: climate change is [a
hoax])
staged (s: 911 was [staged])
vaccines (p: vaccines are
[dangerous])
divorce lawyer (p: divorce
lawyer [nashville LAW_-
FIRM_NAME])

Stereotypes
& Bias

Ideological bias: suggestions that validate or endorse views
that belong to certain ideological groups, or that promote
stereotypical beliefs about an ideological group.
Systemically biased suggestions: suggestions about certain
topics that are systematically biased towards a group,
reinforcing sensitive associations between the group &
negative attributes or stereotypical beliefs.
Discriminatory speech: See above.
Defamation & derogatory speech: See above.
O!ensive speech: See above.

gender bias, partisan, polit-
ically charged queries [6];
perpetuating stereotypes,
make negative associations
with an individual [49];
politically bias [42, 53, 67];
reinforcing and perpetu-
ating stereotypes [3, 54];
defamatory or libelous
suggestions, harmful or
negative associations [68];
defamation [12]

refugees (p: refugees are
[taking jobs])
women (p: women need [to
dress modestly])
girl (s: running like [a girl])
black men (p: black men
[are lazy])

Adult queries Adult content: suggestions that contain pornography-related
terms or steer users towards pornographic/obscene content.
Child abuse: See above.

sex-related [16]; child
pornography [15]; porn
and adult-content re-
lated [34, 76]

naked (p: naked girls
[videos])

Other types Animal cruelty: suggestions that may steer users towards
information about how to harm animals.
Self-harm and suicidal content: suggestions that may steers
someone towards hurting themselves.
Sensitive topics: suggestions that may trigger memories of
traumatic events or be considered sensitive or emotionally
charged by certain groups due to historic or cultural reasons.

causing harm to one-
self [87]; animal cruelty
[15]; self-harm [39]

strangle dog (p&s: how to
strangle [a dog])
hitler (p: hitler is [my god])
hurt myself (s: I want to
[hurt myself])

Table 5. Typology of problematic suggestions (with definitions) and their relation to related aspects mentioned
in prior work. It also contains examples of keywords we used to identify queries likely to belong to these
categories of problematic suggestions, along with example of problematic queries containing these keywords.
Sub-categories repeat (e.g., a query can both contain harmful speech and be potentially illicit).
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Caught in a social media echo
chamber? AI can help you out, new

study shows
Binghamton University researchers outline plan to reduce the spread

of harmful or misleading content, promote information diversity

By Anthony
Borrelli

JULY 17, 2025 3 minute
read

Falling for clickbait is easy these days, especially for those who mainly get their

news through social media. Have you ever noticed your feed littered with

articles that look alike?

Thanks to artificial intelligence (AI) technologies, the spread of mass-produced

contextually relevant articles and comment-laden social media posts has

become so commonplace that it can appear as though it’s coming from

different information sources. The resulting “echo chamber” effect could

reinforce a person’s existing perspectives, regardless of whether that

information is accurate.

A new study involving Binghamton University researchers offers a promising

solution: developing an AI system to map out interactions between content

and algorithms on digital platforms to reduce the spread of potentially harmful

or misleading content. That content can be amplified through engagement-

focused algorithms, the study noted, and enable conspiracy theories to spread,

especially if the content is emotionally charged or polarizing.

Researchers believe their proposed AI framework would counter this by

allowing users and social media platform operators — Meta or X, for example —

to pinpoint sources of potential misinformation and remove them if necessary.

More importantly, it would make it easier for their platforms to promote

diverse information sources to audiences.

“The online/social media environment provides ideal conditions for that echo

chamber effect to be triggered because of how quickly we share information,”

said study co-author Thi Tran, assistant professor of management information

systems at the Binghamton University School of Management. “People create

AI, and just as people can be good or bad, the same applies to AI. Because of

that, if you see something online, whether it is something generated by

humans or AI, you need to question whether it’s correct or credible.”

Researchers noted that digital platforms facilitate echo chamber dynamics by

optimizing content delivery based on engagement metrics and behavioral

patterns. Close interactions with like-minded people on social media can

amplify a person’s biased cherry-picking tendency when choosing information

messages to react to, leading to diverse perspectives being filtered out.

The study tested this theory by randomly surveying 50 college students, each

reacting to five misinformation claims about the COVID-19 vaccine:

Vaccines are used to implant barcodes in the population.

COVID-19 variants are becoming less lethal.

COVID-19 vaccines pose greater risks to children than the

virus itself.

Natural remedies and alternative medicines can replace

COVID-19 vaccines.

The COVID-19 vaccine was developed as a tool for global

population control.

Here is how the survey’s participants responded:

90% stated they would still get the COVID-19 vaccine after

hearing the misinformation claims.

70% indicated they would share the information on social

media, more so with friends or family than with strangers.

60% identified the claims as false information.

70% expressed a need to conduct more research to verify the

falsehood.

According to the study, these responses highlighted a critical aspect of the

dynamics of misinformation: many people could recognize false claims but also

felt compelled to seek more evidence before dismissing them outright.

“We all want information transparency, but the more you are exposed to

certain information, the more you’re going to believe it’s true, even if it’s

inaccurate,” Tran said. “With this research, instead of asking a fact-checker to

verify each piece of content, we can use the same generative AI that the ‘bad

guys’ are using to spread misinformation on a larger scale to reinforce the type

of content people can rely on.”

The research paper, “Echoes Amplified: A Study of AI-Generated Content and

Digital Echo Chambers ,” was presented at a conference organized by the

Society of Photo-Optical Instrumentation Engineers (SPIE). It was also

authored by Binghamton’s Seden Akcinaroglu, a professor of political science;

Nihal Poredi, a PhD student in the Thomas J. Watson College of Engineering

and Applied Science; and Ashley Kearney from Virginia State University.

Posted in: Science & Technology, SOM, Watson
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AUGUST 25, 2025 2 MIN READ

How You Search the Internet Can Reinforce Your
Beliefs—Without You Realizing It
Users’ Internet search questions can strengthen echo chambers, even on
factual topics, but there are simple ways to lessen the e!ect

BY SIMON MAKIN EDITED BY SARAH LEWIN FRASIER

Thomas Fuchs

People’s views are becoming more and more polarized, with “echo
chambers”—social bubbles that reinforce existing beliefs—exacerbating
di!erences in opinion. This divergence doesn’t just apply to political
opinions; it also touches on factual topics, from climate change to
vaccination.

And social media is not the sole culprit, according to a recent study
published in the Proceedings of the National Academy of Sciences USA. It
turns out that people use search engines in ways that confirm their
existing beliefs, potentially amplifying polarization. A simple tweak to
search algorithms, the researchers propose, could help deliver a broader
range of perspectives.

Online participants were asked to rate their beliefs on six topics,
including nuclear energy and ca!eine’s health e!ects. They then chose
search terms to learn more about each topic. The researchers rated the
terms’ scope and found that between 9 and 34 percent (depending on
the topic) were “narrow.” For example, when researching the health
e!ects of ca!eine, one participant used “ca!eine negative e!ects,”
whereas others used “benefits of ca!eine.”

These narrow terms tended to align with participants’ existing beliefs,
and generally less than 10 percent did this knowingly. “People often pick
search terms that reflect what they believe, without realizing it,” says
Eugina Leung of Tulane University’s business school, who led the study.
“Search algorithms are designed to give the most relevant answers for
whatever we type, which ends up reinforcing what we already thought.”
The same was true when participants used ChatGPT and Bing for
searches aided by artificial intelligence.

When the researchers randomly assigned participants to view di!erent
results, they saw those results a!ect people’s opinions and even
behavior. For instance, participants who saw search results using
“nuclear energy is good” felt better about nuclear energy afterward than
those using “nuclear energy is bad.” People who saw results using
“ca!eine health benefits,” rather than “risks,” were more likely to choose
a ca!einated drink afterward.

Pointing out biases in the search terms had only a small e!ect on
people’s final opinions. But changing the search algorithm either to
always provide broad results or to alternate between results obtained
with broad and user-provided terms mitigated the e!ects of narrow
searches.

The researchers “have thought through how these technologies could
be optimized for the benefit of users,” says Kathleen Hall Jamieson of
the University of Pennsylvania, who studies political and science
communication. For search technology to do what we need it to do,
“this kind of research is very important.”

Participants rated the broader results as just as useful and relevant as
standard searches. “People are able to bring in di!erent perspectives
when they’re exposed to them, which is encouraging,” Leung says. “At
least for the topics we tested.” The researchers recommend
implementing such strategies, possibly as “search broadly” buttons.
“This would be really helpful,” Leung says, but whether it will ever
happen “is hard to predict.”

It’s Time to Stand Up for Science

If you enjoyed this article, I’d like to ask for your support. Scientific American has served as an
advocate for science and industry for 180 years, and right now may be the most critical
moment in that two-century history.

I’ve been a Scientific American subscriber since I was 12 years old, and it helped shape the
way I look at the world. SciAm always educates and delights me, and inspires a sense of awe
for our vast, beautiful universe. I hope it does that for you, too.

If you subscribe to Scientific American, you help ensure that our coverage is centered on
meaningful research and discovery; that we have the resources to report on the decisions that
threaten labs across the U.S.; and that we support both budding and working scientists at a
time when the value of science itself too often goes unrecognized.

In return, you get essential news, captivating podcasts, brilliant infographics, can't-miss
newsletters, must-watch videos, challenging games, and the science world's best writing and
reporting. You can even gift someone a subscription.

There has never been a more important time for us to stand up and show why science matters.
I hope you’ll support us in that mission.

Thank you,
David M. Ewalt, Editor in Chief, Scientific American
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The “echo chamber” effect has been widely decried as a destructive consequence of social

media on public discourse, leading people to repetitively encounter their pre-existing per-

spectives without rebuttal in online political discussions. In this research, we have tested this

proposition by using text analytics and the hybrid Louvain method and K-mean clustering to

categorize the diffusion patterns of more than 158,000 reposted threads about the Belt and

Road Initiative, a massive and controversial Chinese-led infrastructure development strategy

with profound economic and geo-political implications, transmitted before and during the

early stage of the COVID-19 pandemic. We found that while echo chambers persist tem-

porally within certain like-minded communities, the overall public opinion is not necessarily

polarized and highly sentimentalized. The magnitudes of opinion polarization are contingent

on topics of information diffused by opinion leaders, and we estimate that the most severe

isolation from dissimilar opinions only existed among <15% of users, who retweeted highly

positive opinions on a singular topic. Temporally, we captured the counter-polarization effect

among the majority of users during the pandemic, which poses a challenge to the common

belief that social media echo chambers act as a mechanism for intensifying divisions among

people.
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Bias in LLMs 
(Kotek et al., 
2023)

Source: https://arxiv.org/pdf/2308.14921v1.pdf 

https://arxiv.org/pdf/2308.14921v1.pdf
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Bias in LLMs 
(Kotek et al., 
2023)

Source: https://arxiv.org/pdf/2308.14921v1.pdf 

https://lamyiowce.github.io/word2viz/ 

https://arxiv.org/pdf/2308.14921v1.pdf
https://lamyiowce.github.io/word2viz/


Slide courtesy of Hoda Heidari

Biased models lead to system problems



Source: https://www.theverge.com/2019/1/25/18197137/amazon-rekognition-facial-recognition-bias-race-gender

“As facial recognition systems become more 
common, Amazon has emerged as a 
frontrunner in the field, courting customers 
around the US, including police 
departments and Immigration and Customs 
Enforcement (ICE).”

Even if a system’s predictions aren’t directly biased, its performance might be biased

https://www.theverge.com/2019/1/25/18197137/amazon-rekognition-facial-recognition-bias-race-gender
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Even 
without bias 
in the model, 
the system 
as a whole 
can be 
biased

“However, when it came to race, judges appeared to misapply the AI 
guidance. Ho found judges generally sentenced Black and White 
defendants equally harshly based on their risk scores alone. But when the 
AI recommended probation for low-risk offenders, judges disproportionately 
declined to offer alternatives to incarceration for Black defendants.
As a result, similar Black offenders ended up with significantly fewer 
alternative punishments and longer average jail terms than their White 
counterparts — missing out on probation by 6% and receiving jail terms 
averaging a month longer.”

Source: https://news.tulane.edu/pr/ai-sentencing-cut-jail-time-low-risk-offenders-study-finds-racial-bias-persisted 

Source: https://papers.ssrn.com/sol3/papers.cfm?abstract_id=4533047 

https://news.tulane.edu/pr/ai-sentencing-cut-jail-time-low-risk-offenders-study-finds-racial-bias-persisted
https://papers.ssrn.com/sol3/papers.cfm?abstract_id=4533047
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How can we 
understand 
different 
types of 
(un)fairness?

●How should resources and burdens be distributed? (distributive 
fairness, allocative fairness)

●When parties have different values for each outcome, how can we 
reconcile their preferences or claims? (fair division or allocation)

●Are decisions made by consistent, unbiased processes? 
(procedural fairness)

●Does the design of institutions and society preclude fair outcomes 
even though processes seem locally fair? (structural fairness)

●Do people have fair representation in decision-making processes? 
(participatory fairness)

●Are people portrayed fairly and accurately? (representational 
fairness)

●Are people assured fair access to information, relationships, and 
connections? (relational fairness, network fairness)

●Are people assured freedom or choice in the actions they are 
capable of? (capabilities fairness)

●How can past unfairness be redressed? (restorative justice)

people have been worrying 
about these questions for 
millennia, so this taxonomy 
only scratches the surface
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●How can past unfairness be redressed? (restorative justice)

people have been worrying 
about these questions for 
millennia, so this taxonomy 
only scratches the surface

AI assistance for college admissions
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How can we 
understand 
different 
types of 
(un)fairness?

●How should resources and burdens be distributed? (distributive 
fairness, allocative fairness)

●When parties have different values for each outcome, how can we 
reconcile their preferences or claims? (fair division or allocation)

●Are decisions made by consistent, unbiased processes? 
(procedural fairness)

●Does the design of institutions and society preclude fair outcomes 
even though processes seem locally fair? (structural fairness)

●Do people have fair representation in decision-making processes? 
(participatory fairness)

●Are people portrayed fairly and accurately? (representational 
fairness)

●Are people assured fair access to information, relationships, and 
connections? (relational fairness, network fairness)

●Are people assured freedom or choice in the actions they are 
capable of? (capabilities fairness)

●How can past unfairness be redressed? (restorative justice)

people have been worrying 
about these questions for 
millennia, so this taxonomy 
only scratches the surface Social network recommendations (posts, follows)
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Who decides it’s safe to deploy an AI?
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Stakeholders

● It’s generally impossible to tell whether a system is fair 
from outside the system

▶︎ e.g., can’t evaluate relational fairness w/o knowing which 
relationships are important, consequences of exclusion

▶︎ e.g., can’t evaluate procedural fairness without 
understanding experiences of those affected

●  ML pipeline needs to involve stakeholders
▶︎ e.g., in understanding data problems, monitoring for post-

deployment consequences, deciding what to optimize, 
defining the task

●Technologists tend to think tech can solve everything, but 
it can leave blind spots if we don’t investigate its effects 
on people

⇒
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Deeper dive: 
measuring 
bias or 
fairness in a 
classifier

●Falls under allocative fairness (if the classifier is used to 
help allocate resources or burdens)

▶︎ or possibly procedural or participatory fairness, if it affects 
a public process or access to representation 

●A lot of interesting subtleties in this problem
●Easy to experiment with (only requires pre-collected 

datasets that exhibit biases)
▶︎ so, a popular research focus (perhaps stealing attention 

from other important but harder to study problems) 



Source: https://www.propublica.org/article/machine-bias-risk-assessments-in-criminal-sentencing

COMPAS scores

https://www.propublica.org/article/machine-bias-risk-assessments-in-criminal-sentencing
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Should we 
optimize 
error rate?

●So far we’ve tried to optimize error rate when learning a 
classifier

▶︎ or proxies such as log likelihood
●Can be problematic if

▶︎ class imbalance
▶︎ asymmetric costs
▶︎ subpopulations with different features or preferences
▶︎ …
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Types of 
errors

Predicted Label
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Types of 
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In COMPAS: classifier predicts recidivism (committing another crime on bail) 
FN = offer bail to someone who then commits a crime                            

FP = refuse bail to someone who would not have committed a crime
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Additional 
metrics

●Common ways to report more than just error rate
▶︎ False positive rate (FPR) = FP / N = FP / (FP + TN)
▶︎ False negative rate (FNR) = FN / P = FN / (TP + FN)
▶︎ Positive predictive value (PPV) = TP / PP = TP / (TP + FP)
▶︎ Negative predictive value (NPV) = TN / PN = TN / (FN + TN)

●And even more informative to report the above in relevant 
subsets of the data



Source: https://www.propublica.org/article/how-we-analyzed-the-compas-recidivism-algorithm 

FPR and FNR vary significantly across subgroups 

This is one possible definition of unfairness; we’ll explore a few 
others and see how they relate to one another

https://www.propublica.org/article/how-we-analyzed-the-compas-recidivism-algorithm
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Terminology 
for fairness in 
classification

●We would like to define fairness metrics for classifiers — 
to that end, some terminology:

●  are the non-protected features of an applicant (e.g., 
past offenses) 

●  is a protected feature (e.g., race or gender), usually 
categorical,  — fairness metrics 
compare subgroups based on 

●  is the true, underlying target variable, usually 
impossible to see or hidden until later (e.g.,  
this defendant would commit another crime if released)

●  is model’s prediction, influencing some 
decision or action (e.g.,   refuse bail) 

X

A
A ∈ {1, 2, …, C}

A
Y ∈ {0, 1}

Y = 1 ↔

h(X, A) ∈ {0, 1}
h(X, A) = 1 ↔
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Attempt 0: 
Fairness 
through 
Unawareness

● Idea: build a model that only uses non-protected features 
●Achieves some notion of fairness:

▶︎ “similar” individuals will receive “similar” predictions — e.g., 
two individuals who are identical except for their protected 
feature  would receive the same predictions

●Problem: the non-protected features  might be affected 
by/dependent on 

▶︎ In general,  and  are not independent

𝑋

𝐴
𝑋

𝐴
𝑋 𝐴
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Ex: 
statistical 
redlining

●Redlining: refusing loans based on address of applicant 
— end run around anti-discrimination laws

●Statistical redlining: letting a classifier learn that previous 
loan officers redlined — adds deniability 

i *



“While it [the algorithm] didn't directly 
consider ethnicity, its emphasis on medical 
costs as bellwethers for health led to the 
code routinely underestimating the needs 
of black patients. A sicker black person 
would receive the same risk score as a 
healthier white person simply because of 
how much they could spend.”

Source: https://science.sciencemag.org/content/366/6464/447

https://science.sciencemag.org/content/366/6464/447
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Attempts     
1, 2, 3: 
fairness 
metrics

● Independence (selection rate parity): 
▶︎ Proportion of accepted applicants is the same for all groups
▶︎ Flaws such as lazy behavior

●Separation (equality of FPR and FNR): 
▶︎ Balance the kinds of mistakes we make across groups
▶︎ Perpetuates existing biases in the training data

●Sufficiency (equality of PPV and NPV): 
▶︎ For the purposes of predicting , information contained in 

 is “sufficient”,  becomes irrelevant

h(𝑋, 𝐴) ⊥ 𝐴

h(𝑋, 𝐴) ⊥ 𝐴  |  𝑌

𝑌 ⊥ 𝐴  |  h(𝑋, 𝐴)
𝑌

h(𝑋, 𝐴) 𝐴
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Independence
●A classifier satisfies independence if 

▶︎ the decision is independent of group membership (cf. 
attempt 0 / unawareness)

▶︎ equivalently, selection rate is the same for all groups: 

▶︎ or rejection rate is the same for all groups: 

h(X, A) ⊥ A

P(h(X, A) = 1 ∣ A = a) = p ∀a

P(h(X, A) = 0 ∣ A = a) = q ∀a
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Achieving 
independence ●Could edit labels, delete/replicate examples, or reweight 

examples so that  in training data Y ⊥ A

idea: if training set satisfies 
independence, most learners 

will at least approximately 
maintain it
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Achieving 
independence

●Or, add a penalty: writing  for train set estimate 
of mutual information between  and ,

 

●Gradient of MI gives a penalty for predicting positive in a 
group that has too many positives, or for predicting 
negative in a group that has too many negatives

▶︎ could equivalently add such penalties directly

MI(Y, Hw)
Y Hw = hw(X, A)

minw ∑t L(Y (t), hw(X(t), A(t))) + λ MI(Y, Hw)
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Achieving 
independence

●Could post-process the classifier 
▶︎ many classifiers work by testing 
▶︎ use different thresholds  for different subgroups
▶︎ e.g., grant bail to lowest-risk X% in each subgroup 

●Problem: could conflict with procedural fairness
▶︎ enforcing a quota could treat defendants of different 

groups unequally
▶︎ but it doesn’t have to mean this: if the classifier is biased to 

start, enforcing quota could improve procedural fairness
●Could also interact w/ other fairness concepts, e.g.,  

restorative justice
●A recurring theme: different definitions of fairness can 

interact or conflict

scorew(X, A) ≥ τ
τa
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Independence 
via invariant 
prediction

●Constrain prediction during training: 
▶︎  = P(recommendation ∣ group A) P(recommendation ∣ group B)

h(X, A)h(X, A)

Group A Group BInvariant = distribution 
doesn’t change across groups
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Independence 
via invariant 
representation 

●Constrain  = 
▶︎ harder to implement: high dimensional 
▶︎ but more directly enforces that the decision process is 

independent of group membership

P(last layer ∣ group A) P(last layer ∣ group B)

Invariant 
representation 

Group A Group BInvariant = distribution 
doesn’t change across groups

h(X, A)h(X, A)
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Adversarial 
learner

●Can enforce independent representation via an adversary
▶︎ a discriminator model that tries to predict whether 

representations came from group A or group B
▶︎ if  ≠ , adversary can win 

(group is not  representation, equivalent to def’n above)
● Soft constraint: 

●Harder to optimize, but (e.g.) both players can run SGD 
with strongly different learning rates

P(group ∣ representation) P(group)
⊥
minw maxϕ L(w) + λD(ϕ)

original loss discriminator performance
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Accuracy

●All above methods can reduce accuracy on training set
●Do we care?

▶︎ maybe: remember our goal is not training set accuracy
▶︎ training set labels could be biased — must reduce 

accuracy to increase actual performance
▶︎ classifier can overfit the training set — restrictions can 

increase actual performance via regularization
▶︎ most we can say: enforcing independence (or any other 

fairness criterion) might reduce accuracy; should probably 
measure the effect

●Some sources frame a tradeoff between accuracy and 
fairness, but this framing is misleading-to-outright-wrong

▶︎ it could be worth reducing accuracy to increase fairness, 
but we shouldn’t assume that decrease in training set 
accuracy = decrease in actual accuracy
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▶︎ maybe: remember our goal is not training set accuracy
▶︎ training set labels could be biased — must reduce 

accuracy to increase actual performance
▶︎ classifier can overfit the training set — restrictions can 

increase actual performance via regularization
▶︎ most we can say: enforcing independence (or any other 

fairness criterion) might reduce accuracy; should probably 
measure the effect

●Some sources frame a tradeoff between accuracy and 
fairness, but this framing is misleading-to-outright-wrong

▶︎ it could be worth reducing accuracy to increase fairness, 
but we shouldn’t assume that decrease in training set 
accuracy = decrease in actual accuracy
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Flaws with 
independence

●Can behave unpredictably if label and group are strongly 
dependent in training data

▶︎ e.g., data from strongly biased labelers, or very non-
comparable populations in different groups

▶︎ best fix in this case is to improve task definition or data 
collection

●An adversary can still subvert the overall process while 
maintaining independence 

▶︎ e.g, accept X% of one group according to classifier score, 
and X% of other group at random (lazy treatment of group)

▶︎ this is a possible outcome even without adversarial intent, 
if our data collection process has problems: e.g., very 
small or non-representative sample from one group
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Attempts     
1, 2, 3: 
fairness 
metrics

● Independence (selection rate parity): 
▶︎ Proportion of accepted applicants is the same for all groups
▶︎ Flaws such as lazy behavior

●Separation (equality of FPR and FNR): 
▶︎ Balance the kinds of mistakes we make across groups
▶︎ Perpetuates existing biases in the training data

●Sufficiency (equality of PPV and NPV): 
▶︎ For the purposes of predicting , information contained in 

 is “sufficient”,  becomes irrelevant

h(𝑋, 𝐴) ⊥ 𝐴

h(𝑋, 𝐴) ⊥ 𝐴  |  𝑌

𝑌 ⊥ 𝐴  |  h(𝑋, 𝐴)
𝑌

h(𝑋, 𝐴) 𝐴
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Separation

●A classifier satisfies separation if 
▶︎ cf. independence: 
▶︎ dependence is allowed between prediction and group 

membership, if it can be explained by true labels

●Equivalent to equality of FPR and FNR across groups
▶︎ balance the kinds of mistakes we make

●Can be more robust than independence if training data 
has different proportions of labels in different groups

●Flaw: if labels are biased, this bias is perpetuated — 
classifier is incentivized to incorporate it

h(X, A) ⊥ A ∣ Y
h(X, A) ⊥ A

P(h(X, A) = 1 ∣ A = a, Y = 1) = p ∀a
P(h(X, A) = 1 ∣ A = a, Y = 0) = q ∀a

The COMPAS article 
talked about violation 

of separation
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Achieving 
separation

For a score-based classifier, ROC 
curve plots TPR = 1 – FNR against 

FPR at different thresholds 𝜏

Definition: ROC curve

h(X, A) = 𝕀(scorew(X, A) ≥ τ)
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Achieving 
separation

Can achieve separation by using 
different thresholds for different 

groups, corresponding to where their 
ROC curves intersect

Definition: ROC curve

h(X, A) = 𝕀(scorew(X, A) ≥ τ)

τ = 1
2 τ = − 1

2
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Separation via 
invariant 
representation

●Constrain  = 
▶︎ last layer  group | , so prediction  group | 

●Discriminator sees both last layer and true label, predicts group

P(last layer ∣ group A, Y ) P(last layer ∣ group B, Y )
⊥ Y ⊥ Y

Group A Group B

Invariant 
representation 

Y Y
h(X, A)h(X, A)
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Experiment
●Compare observed separation, independence, and error 

rate for different soft constraints (strength )
▶︎  no constraint;  independence;  separation
▶︎ constraints enforced on invariant representation

●Separation seems to achieve a good tradeoff

λ
−−

Under review as a conference paper at ICLR 2020

learning algorithms on both the Adult and the COMPAS datasets. For each algorithm and dataset, we
also gradually increase the value of the trade-off parameter � and compute the corresponding metrics.

Adult Due to the imbalance of A in the Adult dataset, in the first plot of Figure 1 we can see that
all the algorithms except CFAIR have a large error gap of around 0.12. As a comparison, observe
that the error gap of CFAIR when � = 1e3 almost reduces to 0, confirming the effectiveness of our
algorithm in ensuring accuracy parity. From the second plot, we can verify that all the three methods,
including CFAIR, CFAIR-EO and LAFTR successfully ensure a small equalized odds gap, and they
also decrease demographic parity gaps (the third plot). FAIR is the most effective one in mitigating
�DP since its objective function directly optimizes for that goal. Note that from the second plot
we can also confirm that CFAIR-EO is more effective than LAFTR in reducing �EO. The reason
is two-fold. First, CFAIR-EO uses two distinct adversaries and hence it effectively competes with
stronger adversaries than LAFTR. Second, CFAIR-EO uses the cross-entropy loss instead of the L1

loss for the adversary, and it is well-known that the maximum-likelihood estimator (equivalent to
using the cross-entropy loss) is asymptotically efficient and optimal. On the other hand, since the
Adult dataset is imbalanced (in terms of Y ), using BER in the loss function of the target variable can
thus to a large extent hurt the utility, and this is also confirmed from the last plot, where we show the
joint error.

Figure 1: The error gap �Err, equalized odds gap �EO, demographic parity gap �DP and joint error
Err0 + Err1 on the Adult dataset with � 2 {0.1, 1.0, 10.0, 100.0, 1000.0}.

COMPAS The first three plots of Figure 2 once again verify that CFAIR successfully leads to
reduced error gap, equalized odds gap and also demographic parity gap. These experimental results
are consistent with our theoretical findings where we show that if the representations satisfy equalized
odds, then its �DP cannot exceed that of the optimal classifier, as shown by the horizontal dashed
line in the third plot. In the fourth plot of Figure 2, we can see that as we increase �, all the
fair representation learning algorithms sacrifice utility. However, in contrast to Figure 1, here the
proposed algorithm CFAIR has the smallest trade-off: this shows that CFAIR is particularly suited in
the cases when the dataset is balanced and we would like to simultaneously ensure accuracy parity
and equalized odds. As a comparison, while CFAIR-EO is still effective, it is slightly worse than
CFAIR in terms of both ensuring parity and achieving small joint error.

Figure 2: The error gap �Err, equalized odds gap �EO, demographic parity gap �DP and joint error
Err0 + Err1 on the COMPAS dataset with � 2 {0.1, 1.0, 10.0}.

5 RELATED WORK

Algorithmic Fairness In the literature of algorithmic fairness, two key notions of fairness have been
extensively proposed and explored, i.e., group fairness, including various variants defined in Section 2,

8

observed separation (equality of odds) observed independence (demographic parity) observed (balanced) error rate

[Zhao et al., ICLR 2020]
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Attempts     
1, 2, 3: 
fairness 
metrics

● Independence (selection rate parity): 
▶︎ Proportion of accepted applicants is the same for all groups
▶︎ Flaws such as lazy behavior

●Separation (equality of FPR and FNR): 
▶︎ Balance the kinds of mistakes we make across groups
▶︎ Perpetuates existing biases in the training data

●Sufficiency (equality of PPV and NPV): 
▶︎ For the purposes of predicting , information contained in 

 is “sufficient”,  becomes irrelevant

h(𝑋, 𝐴) ⊥ 𝐴

h(𝑋, 𝐴) ⊥ 𝐴  |  𝑌

𝑌 ⊥ 𝐴  |  h(𝑋, 𝐴)
𝑌

h(𝑋, 𝐴) 𝐴
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Sufficiency
●A classifier is sufficient if its prediction renders the group 

and label independent: 
▶︎

●Equivalent to equality of PPV and NPV across groups

Y ⊥ A ∣ h(X, A)
P(Y = 1 ∣ A = a, h(X, A) = 1) = p ∀a
P(Y = 1 ∣ A = a, h(X, A) = 0) = q ∀a
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Calibration

●A score-based classifier is calibrated if 

▶︎ i.e., if its score is an accurate representation of the 
probability that 

▶︎ for real-valued scores we often post-process: pick a 
monotone function   [0, 1] so that the above is true

● If a classifier is calibrated within each group, 
,                  

then it is sufficient
●There are many procedures designed to calibrate a 

score-based classifier, so it’s typically easy to ensure 
calibration (overall and within each group)

P(Y = 1 ∣ scorew(X, A) = τ) = τ

Y = 1

ℝ →

P(Y = 1 ∣ scorew(X, A) = τ, A = a) = τ ∀a
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Many 
Definitions 
of Fairness 
(Barocas et 
al., 2019)

Source: https://fairmlbook.org/pdf/fairmlbook.pdf 

https://fairmlbook.org/pdf/fairmlbook.pdf
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Learning 
objectives — 
fairness

●High-profile cases of unfairness and unintended 
consequences are increasingly common as ML/AI are 
applied in a broad variety of contexts

●To prevent or fix, need to look at entire system and entire 
training pipeline, and involve all stakeholders 

●Various definitions of fairness of just the inner classifier
▶︎ Selection rate parity (Independence): 
▶︎ Equality of FPR and FNR (Separation): 
▶︎ Equality of PPV and NPV (Sufficiency): 
▶︎ In all but the simplest of cases, any two of these three are 

mutually exclusive
●And even more definitions at system level! E.g., 

allocative, participatory, or procedural fairness
▶︎ no definition gives whole picture, conflicts are common

h(𝑋, 𝐴) ⊥ 𝐴
h(𝑋, 𝐴) ⊥ 𝐴  |  𝑌
𝑌 ⊥ 𝐴  |  h(𝑋, 𝐴)


